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Abstract :
Thethesisof this proposedresearchis thatto achieve higherlevelsof complexity of behaviour using

multi-agentreinforcementlearning,we mustallow the learnersto follow several reinforcementsignals
simultaneously. Thatis, agentsshouldlearnto satisfyahierarchicalstructureof sharedor individualgoals
of differing levelsof importanceto them.

An agent's utility functionmustclearlyrepresenttheirprogresstowardtheirgoals.For thisreasonwe
usethecollective intelligenceframework which usesmoreglobal informationto provide moreaccurate
localutility functions.

We intend to test the thesisusing problemsarising from massively multi-player computergames.
Thesegamesrequirecomplex multi-agentbehaviour yetdonothavetheproblemsassociatedwith working
in realworld environments.Thuswe canlook atcomplex humansocietybehaviour usingthem.

Theresearchwill draw on severalareasof interestincludingmulti-agentreinforcementlearning,col-
lective intelligence,computergamesandinteractive drama.

We intendto investigate:reinforcementlearningamongstgroupsof agentswith differing lowergoals
underthesamehigherlevel goals;ahierarchicalstructureof groupsfor collective intelligenceandbalanc-
ing theperformanceof groupsof agentswith differentgoalswithin thesamesystem.

Keywords : computergames,multi-agentsystems,reinforcementlearning,gameconductors,collective
intelligence
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1 Intr oduction

It is now no longersatisfactoryjust to havebrilliant graphicsin computergames.Themarket is
saturatedwith gameswith realistic3D worldsandcharacters.Betterarti�cial intelligencewill
bethenext big draw for thegamesbuyingpublic.

”With thesaturationin thequality of computergraphics,betterphysicsandAI are
thetwo technologiesthathave themostpotentialto improve gameplay. Playersare
looking for morerealisticAIs to populatetheir worlds with interestingnon-player
charactersandhuman-likeopponentswhomustbeout-thoughtandnot justout-shot
...” [PL00]

Traditionally thebehavioursfor thegamecharactersarehand-coded1. This is acceptableif
therearefew charactersanda limited numberof waysto interactwith them(for example,shoot
with machinegun or shootwith pistol). However, gamesarebecominglarger in size,with a
greatnumberof characters,larger worlds anda larger time-scale.Massively multi-playeron-
line games(MMOGs) areonesuchcase.A MMOG canhostthousandsof humanplayersand
non-playercharactersatonce.As thegamesizeincreasesthequalityof thecharacterbehaviours
deteriorates.Thatis, thereis lessdesigntimeto work oneachcharacterif therearemoreof them.
Thereforecharactersendup sharingbehaviour speci�cation. This leadsto blandunbelievable
characterswhich ruin thesenseof immersionthatgamesaresupposedto have. It is unrealistic
for themajorityof charactersin agameto behave thesameway.

We needmoresophisticatedmethodsfor providing thebehaviour speci�cationfor computer
gamecharacters:

”The behaviourof thesecharacterscannotbedeterminedby asimplescript,butmust
be driven by the interactionof their body with the environment,their goals,their
knowledgeof the world they inhabit, their own personalhistory, their interactions
with humanplayers,andreal-timeadvicefrom a director. Ourhopeis thatcomplex
AI characterswill leadto gameswherethehumanplayersarefacedwith challenges
andobstaclesthatrequiremeaningfulinteractionswith theAI characters.” [Lea02]

Reinforcementlearning(Section2.3)canbeusedto build action-selectionpoliciesfor agents
andcould be usedfor computergamecharacters.If we view a MMOG asa large multi-agent
systemthenwe cantreateachagentasa characterandusereinforcementlearningto specify
their behaviours. To achieve coordinationwithin a groupof reinforcementlearningagentswith
a commongoal, a teamgameutility function is used2 In sucha multi-agentreinforcement
learningsystemeachagentis giventheglobal reward(attainedby theactionsof all theagents)
aftereachtime step.Thewell known problemwith usinga teamgameutility functionis thatan
agent'sactionsmayhave little effectontherewardit receives.Thus,anagenthasadif�cult time

1In this proposalthetermscharactersandagentsareinterchangeable.Whata personfrom reinforcementlearn-
ing callsagents,a personwith a backgroundin computergamescallscharacters

2Team,global, andworld utility canhave a slightly ambiguousmeanings.They arewell de®nedlater in Sec-
tion 2.1.Theutility functionis alsocalledthevaluefunction,andis derivedfrom therewardfunction.
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determiningwhetherits actionsarehelpingthesystemachieve its goalor not andhasa dif�cult
time learningappropriateactions.This is referredto asthelow signal-to-noiseratio problem.

COllective INtelligence(COIN) (Section2.4) is a methodof controlling large multi-agent
systemswith a commongoal wherethe agentsusereinforcementlearning. It considersthe
(somewhat inverseto thenormalview) problem:Giventheworld utility function,whatshould
theindividual agents'utility functionsbe?TheCOIN approachis to useglobal information(or
asmuchglobalinformationasis possible)to determineamoreaccurateindividualreward.There
areseveralexamplesof how to do this in existingCOIN research.

We proposeto investigateusingCOIN to provide the behaviour speci�cation for the large
numberof complex charactersthatmightbefoundin aMMOG. Weneedto providetheindivid-
ualcharacterbehavioursandcontrolthegameitself, thatis, theplot of thegame.Theplot of the
gameis a functionof many thingsincludingwhathumanplayersdo,whatnon-playercharacters
do andhow many andwhat typeof playersandnon-playercharacterstherearein a game.The
plot of thegameis of courseboundby thegameenvironmentandtherulesof thegameuniverse.
Theuseof gameconductors(Section2.2)will beproposedto control theplot of a game.Game
conductorsare agentswithin the multi-agentsystembut they are not characters.It hasbeen
suggestedthat they could have power over suchthingsasthe numberandtype of non-player
characters,settingthe lighting andmusicalaccompanimentand in�uencing the behaviours of
thecharactersto affect a plot line. In this researchgameconductorswill beconsideredfor only
a limited setof tasks.

Theresearchquestionsaregivenin Section3 but brie�y , they are:

� What combining functions can we usefor groupsof agentswith differing local goals
under the samehigher level goals?

� Will creating individual utility functions in a hierarchical COIN structure impr ove
the learning ability of the systemin the sameway that the COIN approachworks for
�at structured systems?

� Can a macrolearner compensatefor imbalancesbetweenmicrolearners by adjusting
its combining function?

2 Background

Herewe shalldiscusspreviousresearchrelatingto theproposedresearch.That is, previousre-
searchrelatingto computergames,reinforcementlearningandCOIN. Firstly theearlyresearch
into boardgames,roboticfootballandthemake-upandtypesof moderncomputergamesinclud-
ing adiscussionof gamecharacters.Thenmassively multi-playeron-linegamesaredescribedin
termsof how they �t into thecomputergamesceneandtheresearchchallengesthey raise.The
futuredirectionof MMOGs is noted.

Thecontributionsfrom interactivedramaresearcharegivennext andleadontoanexplanation
of gameconductors.Thenthe mostdirectly relevantbackgroundis coveredin the sectionson
reinforcementlearningandcollective intelligence.
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Finally, thecontributionsfrom (thesomewhat lessrelevantbut still worth mentioning)evo-
lutionarymethodsandstategeneralisationarebrie�y considered.

2.1 From board gamesto massively multi-play er on-line games

Gameshave long beenusedasa studytool in arti�cial intelligence.Boardgamessuchaschess
andbackgammonwerethe�rst challengestakenonby theAI community. They arestill usedfor
teachingpurposesandindeed,arestill thesubjectof active research(see[RN96] for a complete
overview) . With mostof thesegamesthereis avery largestatespaceasis thecasewith modern
computergames. Confusionover a large choiceof actionsis part of what makes up games.
Attemptsat solutionsto boardgamessuchaschessandbackgammonaregenerallyproduced
by treesearcheswith clever look-aheadfunctions. The main problemsarereal-timedecision
(speedof search)andlarge(but discrete)statespaceissues.Thesegamessharenothingelsewith
moderncomputergames.

Robotfootball (commonlycalledRoboCupor robotsoccer)aimsto recreategamesof foot-
ball usingphysicalrobots(thoughmuchresearchis donein simulations)[SS01,SV00]. There
aremany sub-problemsthatexist in therobotfootballdomain,for example,keep-away in which
one teammust keepthe ball as long aspossible[SS01]. The robot football researchdomain
sharesmuchmorein commonwith moderncomputergames.Sharedissuesincludereal-time
decisionmaking,a large continuousstatespace,hiddenstate,multiple agents,both teammates
andadversaries,andlong andvariabledelaysin theeffectsof actions[SS01]. Onenotedprob-
lem of robot football is the largestatespaceproblem,which hasled to many advancesin state
approximationor generalisation.Reinforcementlearningis often usedto train individual, and
teamsof, robot football players. It is relatively simpleto de�ne individual andteamutility re-
wardsfor problemsin the robot football domain. Metrics suchasgoalsscored,tacklesmade,
passescompletedandshotsontargetcanbeusedfor bothplayersandteamsto makeupareward
function.

Computergamessharemany challengeswith robot football asmentionedabove. Onemust
rememberthat,differentto researchdomains,gamesexist for theenjoymentof humanplayers.
Humaninteractionis whatsetsgamesapartfrom �lm andprovidestheentertainmentfactorin all
games.ModerncomputergamessuchasthefamousTombRaider[Des96] featuremany charac-
tersandquasi-realisticvirtual environmentswhich allow a lot of interaction.Typically, current
games(for exampleQuake III [Sof00]) provide for interactionprimarily throughtheir environ-
ment.Thecharactersin thegamesarenotsuf�ciently advancedto providemuchstimulationfor
humanplayers.An interestingpopulationof characterscanincreasethe amountof interaction
possibleexponentially. Somerecentgamesarecomingaroundto this idea,notably, The Sims
(seeSection2.5).However, it is indicativeof theimmaturityof thegamesentertainmentmedium
that thecharactersplay second�ddle to theenvironmentwhereasin �lm thecharactersarethe
key to success.

Computergamescommonlyhavea largeractionspacethanrobotfootball. A football player
(particularlya robotfootball player)canonly performsomany actions,suchaspass,shoot,etc.
A computergamecharactercouldtheoreticallyperformany numberof actions.Notethatlarger
actionspacesusuallymakea reinforcementlearningproblemmoredif�cult.
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It is very dif�cult to ratea computergamefor the purposeof de�ning a reward function.
Considerthis: above we have statedthat thereare many indicatorsof performancefor robot
football. It follows thatwe canusetheseto rateanagent's, or a teamof agent's, performance.
In a computergamewe must rate all the agentsand/ or teamsthat make up the game. It is
equivalentto having to ratebothteamsin therobotfootball taskat thesametime. Theproblem
now becomesmore dif�cult. What is good for one teamis bad for the other, so how is the
globalsystem's performanceaffected?3 This problemis mademoredif�cult asthenumberof
groupswith disparategoalsincreases.What is neededis a moreabstractnotionof goodnessor
entertainment.Findingit is nota trivial problem.

Direct academicresearchon moderncomputergameshasbeenscarceuntil recently. How-
ever, suchresearchis now becomingmoreabundant.Computergameshavebeenstronglyadvo-
catedasa researchtool for human-level arti�cial intelligence[Lv00]. Academicresearch'smost
prevalently usedcontribution to computergamesis the A* algorithm (and later variants)for
path�nding. Muchresearchhasbeenput into controlling(morebelievable)individualcharacters
of thetypeusedin computergames[YBS01, Lea02,Haw00,Sha99].Muchwork hasbeendone
on controllingmulti-agentsystemsbut noneof it is realisedfor computergames,anareathatso
obviously lendsitself to beingmodelledasa multi-agentsystem.A full brie�ng on thestate-of-
the-artfor arti�cial intelligencein computergamescanbefoundelsewhere[PL00, Woo00].

Thereis a differencebetweenacademicand commercialgametechnologyresearch.See
Section2.5 for a discussionof non-academiccomputergameresearchandwhy it is differentto
academicresearch.

A gamepopulationis usuallyorganisedinto groupings,or teams.For examplein football
we havepossiblymany teams(in a league)andin fantasygameswehave goodandevil. Within
thesegroupsaresub-groups.In thepreviousexampleswecouldhavedefenceandattackor orcs
anddwarfs. Thesegroupsusuallydenotecharactersof thesameor similar behaviour. As stated
previously we believe that to obtainmorecomplex agentbehaviour theagentsshouldbelongto
many groupswith differing goalssimultaneously. If you look at thenumberof differentgroups
a humanbelongsto (for examplegroupsthink: gender, job, political allegiance,philosophical
school,religion,community, education,etc)thenit is easyto seethat if a humanonly belonged
to onegroupthenits behaviour wouldbeveryodd,if it hadany behaviour atall.

Massively multi-playeron-linegames(MMOGs) arecomputergamesthatpeopleplay via a
client computer(usuallytheir homecomputer).Throughtheir client machinethey connectover
the Internetto a gameserver machine. The gameserver acceptsplayers' actionsandapplies
themto thegameworld. Thedatafor thegameworld is thensentbackto eachclient machine.
Thesegamesare set up to acceptmany playersat once. The large numberof playersis the
main attractionof thesegames. Modern MMOGs suchasUltima Online [Ori97], Asheron's
Call II [Tur99] andPhantasyStarOnline(Figure2) [Seg00]useverysophisticated3D graphical
worlds.Thegameservermaintainsapersistentworld. Thatis,actionsperformedin theworld by
a client cancauselong lastingeffectsin theworld. MMOGs usually�t into oneof thestandard
gamegenreslisted in Figure1. However, they usuallysigni�cantly alter thegamefar from its

3Rememberthatherewe usethe termteamto refer to a groupingof agentswith a commongoalandglobal to
referto all theagents/teamswithin thesystem.
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Figure1: Typical attributesof commongamegenres.

originsin thegenredueto themhaving sucha largenumberof players.Somuchmoregameplay
is openedup with sucha largenumberof players.A football gameis transformedsigni�cantly
from modellingtwo opposingteamsto modellinganentireleagueor country.

Allowing many humanplayersinto a gameenvironmentdoesnot make a goodgame.The
humanplayersneedabackdropof non-playercharactersto playwith or against.Humanplayers
donotwantto playcertainrolesin agameworld. They donotwantto play, “third manin shopon
left.” Humanplayersalwayswantto play theheroor heroinerole. They do not wantto wander
pastin thebackgrounddespitethefactthatsomeof theselesserrolescouldbevital to thegame.
Although thesoldierwho diesheroicallybut tragicallyat the startof thestory is centralto the
plot, nobodyactuallywantsto bethatperson!Soweneeda realisticpopulationof charactersso
thatthemany humanplayerscanplay in abettergameworld.

2.2 Interacti veDrama and GameConductors

Interactive dramais a moreestablishedresearchareathancomputergamesandthey have much
in common.Interactivedramais likea gamewith muchlessinteraction.Thehumaninteraction
is usuallylimited to choicesabouttheplot direction,for example,askingwhatacertaincharacter
shoulddo whenfacedwith a big choice.Interactive dramatypically hasmuchfewer characters
aswell. The emphasisis on creatinga convincingly tight plot line ratherthanactionabove all
else.

Two schoolsof thoughton achieving desirableplot linesexist. Oneschoolof thoughtuses
complex charactersthat have knowledgeof what the plot line shouldbe. The plot line then
emergesfrom the intelligent choiceof actionsby thesesyntheticactors. Emergent plot lines
are typically usedfor improvisationaldrama. The other schoolof thoughthasproffered the
mostvaluablecontribution of interactive dramato this proposedresearch,the real-timedirec-
tor [Mag02]. A real-timedirectormakesdecisionsat run-timethata realdirectorwould make
during �lming. This methodallows us to uselesscomplex charactersthat respondto direc-
tion [As02]. By usinga real-timedirector, we canhave dramathatrespondsimmediatelyto the
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Figure2: PhantasyStarOnline- A recentMMOG.

interactionof humans.
Independentlyof interactive dramaresearch,gamedesignersandresearchershave proposed

the useof a gameconductor[Fun99, PL00, Lea02,Sha99]. A gameconductoris an agent,
separatefrom thecharacteragents,thatattemptsto alteragamewhilst it is runningto producea
goodgamingexperiencefor thehumanplayers.

The differencein the domainsof interactive dramaandcomputergamesis only slight but
important.Thestatechangesfor theagentsandthemulti-agentsystemasa wholeoccurmuch
morefrequentlyin computergamesandthestatespacesarelarger. It is generallyassumedthat
greaterinteractionby humanplayersdistinguishescomputergamesfrom interactive drama.A
gameconductorhasto keepabreastwith far moreactionthana real-timedirector. Interactive
drama'sgoalis to achievea fargreaterdepthof plot thana computergame.

As games'castsof charactersare becominglarger, so is the time scaleover which they
are played. No longer is handscripting the plot a possibility. Approachesto createthe plot
emergently and automaticallyare now needed. The gamecharactersshouldbe sophisticated
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enoughto drive forward the gameon a local level throughtheir actions. Ultimately though,
complex, intricateor epicplotsmustbeengineeredin someway. We cannotrely solelyon the
interactionsof non-humannorhumancontrolledcharacters.

Becauseof the increasedactiongeneratedby a computergameit would seema goodidea
to usea numberof gameconductors,eachcovering an aspectof the game. This could make
for easierunderstandingof a large gamesystem. It hasbeensuggestedthat gameconductors
couldbe implementedusingthreads[Woo00]. Gameconductorsneednot bealertall the time.
They canbe sentto sleep. The periodof sleepbetweeneachwakeningof a gameconductor
shouldbesetaccordingto thetemporalnatureof thework beingdone.Someconductorswould
needto be awakenedregularly, but othersmay only needto checkon the gamestateevery
few minutes,or at speci�c events. This can save lots of processingtime. Using threadsfor
agentsandbackgroundprocesses,is becominganincreasinglypopularideafor computergame
implementations[Daw01,Car01].

Gameconductorscouldbeusedfor controllingsuchthingsas: the lighting, introductionof
new charactersandremoval of old characters,providing asmoothintroductionto thegameworld
for a novice humanplayer, commandingthe justicepowersandpolitics of thegameworld, ob-
servingandcontrollingthedif�culty of thegame,maintainingthepaceof actionandintroducing
andmaintainingplot lines. As saidbeforethegameconductorsusedin this proposedresearch
will beusedfor simplertasks.

2.3 ReinforcementLearning

Gameenvironmentscanbeviewedsimply asevolving partially observableMarkovian decision
processes(POMDP).Agents(gamecharactersandconductors)perceive theworld state(includ-
ing their internalstate)andmapit to aprobabilitydistributionfunctionof availableactions.That
is, thelikelihoodof anagentperforminga speci�c actionis dependenton its partialobservation
of theworld stateandits previousinteractionwith theenvironment.

Reinforcementlearning[SB98, KLM96] canbeusedto train individualagentsto reachtheir
goalsin large dynamicenvironmentsthat canbe modelledasPOMDPs. Eachagentbuilds an
action-selectionpolicy basedon its previous experiencein the environment. An agentgains
rewardsfrom the environmentfor performingcertainactionsin certainstates. It is the job of
a designerto presettheenvironment's dynamics(whatnew statewill resultfrom eachpossible
action in the currentstate)and the environment's reward function (in which statesand upon
which action will an agentreceive reward). Eachagentbuilds up an action-selectionpolicy
throughlearning. This policy can then be followed to chooseactionsthat will maximisethe
agent'sreward.Thelearningmechanismstorestherewardsreceivedasutility valuesandspreads
thesevaluesacrossprevious statesvisited to createa utility function that an agent's policy is
basedon. An action-selectionpolicy can thendirect an agentto the highestutility valuesso
it achievesthehighestrewardsfrom theenvironment. Normally eachagentfollows onepolicy
althoughit is possibleto allow anagentto switchbetweenpolicies(socalledroles)or to follow
morethanonepolicy ata time [Bra03, BDC03].

Therearetwo reasonablystandardeffectivereinforcementlearningalgorithmscurrentlywidely
used,Sarsaand Q-learning,which are both describedin easyto implementform [SB98]. A
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standardalgorithmallows experimentsto be comparedto pastresearchmorereadily. Using a
standardalgorithmbasemakesit simplerto show any advancesmadein this proposedresearch.
SarsaandQ-learningarebothwell established,versatileandeasyto implement.Theonly differ-
encebetweenthetwo is thatSarsais anon-policy learningalgorithmasopposedto theoff-policy
Q-learningalgorithm.

Often the actionspaceof a reinforcementlearningproblemcanbe reduced,andtherefore
thetaskmadeeasier, by usinghigherlevel actionsincorporatingseveral low level actionseach.
For examplein robot football a typical taskmight be to passthe football to anotherplayer. It
is assumedthat thefootballingagentcancarryout this taskwell. That is, it is assumedthat the
robotknowshow to manipulateits actuatorsto performapass.Learningwithin suchastructure
of higher and lower level actionsis called hierarchicalreinforcementlearning[BM03]. The
hierarchycanalsobe imposedon thestatespaceasin fuedallearning[DH93]. It is important
to notethat theproposedresearchdoesnot overlapwith the �eld of hierarchicalreinforcement
learningalthoughit canbeconfusingat timesastheCOIN framework (Section2.4) is extended
to haveahierarchicalstructure.

It is possiblefor largenumbersof agentsto learntasksrequiringcoordinationandcoopera-
tion. A singleutility functionis keptfor all theagentswith thecommongoal.This is commonly
termedateamgameutility. Theutility function's index statesarethejoint statesof all theagents.
Hence,whenfollowing thepolicy eachagentwill attemptto maximisethereward for theteam
of agents.Teamutility suffersfrom a low signal-to-noiseratio [WL02, WST01]. As a practical
example:in a gameof football eachplayeris giventhesamerewardbasedon therecentperfor-
manceof theteamduringagame.Thusif thegoalkeeperfallsasleepwhilst hisown teamscores
a goalhewill berewarded,alongwith therestof his teammates.It is dif�cult for anindividual
agentto determinetheeffectof its recentactionson therewardit receives.

Reinforcementlearninghasnot beenusedmuch in computergames. SeeSection2.5 for
moreinformation.

2.4 Collective Intelligence - COIN

COllective INtelligence(COIN) [WT00, WL02, LR02] is a methodfor using reinforcement
learningwith largemulti-agentsystemswhere:

� Thereis aprovidedworld utility functionthatratesthepossiblehistoriesof thefull system.

� Thereis little to no centralised,personalisedcommunicationand/or control.

Thecentralquestionof COIN is, “What rewardfunctionsfor theindividualagentswill, when
pursuedby thoseagents,result in high world utility?” [WT00]. That is, COIN considersthe
inverseproblemto how multi-agentsystemreinforcementlearningis usuallyaddressed:What
shouldthe individual utility functionsbeso thata high world utility is attained?Its agentsare
microlearnersandit hasone(system-wide)macrolearner.

COIN focuseson two ideas:
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� Learnability(alsocalledopacity)- Agentscanreadilyseehow theirbehaviour affectstheir
reward. That is, the signal-to-noiseratio. The signal-to-noiseratio indicatesthe amount
of reward attainedby the teamthat is actuallyrelatedto the amountof reward an agent
deserves.

� Factoredness(alignment)- An increaseof anagent's rewardwill result in an increaseof
theworld reward.

Teamgameutility functionssuffer from a low signal-noiseratio. Individual rewardsleadto
competitionnotcooperation[TAW02]. An alternative,thewonderfullife utility (WLU) function,
aimsto achieve both pointsabove - high learnabilityandfactoredness.It doesthis by giving
eachagenttheteamrewardminuswhattheteamrewardwouldhavebeenif theagenthadnever
existed.It doesthisby keepingatableof all theagents'previousactions.Thenby hypothetically
clampingtheagent'sactionsto thenull actiontherewardsthatwouldhavebeengatheredby the
otheragentsalonecanbe calculated.The wonderful life utility function is part of a groupof
utility functionscalleddifferenceutility functions. Theseareso calledbecausethey work by
calculatingsomeutility andthentakingaway thesameutility but without thepresenceof some
agentsin thesystem.Calculatingdiffernceutilities is computationallyexpensive. Experiments
with large-scalesoft real-timesystemshave not beendonein theexisting researchsothis issue
hasnot beenadressedproperly. Most experimentsdonesofar with temporallysensitive agents
haveusedshortepisodictasks.Thismeansthattheworld historyis notsolong. With continuous
tasksanothermethodwill beneeded.Thesimplestmechanismwould bea sliding window that
coversasmuchrecenthistoryascomputationalresourcesallow.

COIN hasbeenusedsuccessfullyto control dataroutingnetworks [WT02, WKMT00] and
to solvetheEl FarolBarproblem(alsoknown astheminority game)[WWT00]. In theseexper-
imentsCOIN overcamethetragedyof thecommonsproblem[WT02], Braess'Paradox[WT02,
WT99] andtheliquidity trap[Kru94, WT00]. It is worth notingthattheagentsin thesetestsare
not complex agents.Eachagentnormally hasa very simpleaction-selectionpolicy. However,
oneexperimenthasusedCOIN to controlseveralagentsmoving arounda grid world collecting
rewards[TAW02].

COIN couldbeaplausiblewayof modellingcomputergames:

”We areprimarily interestedin very large,very complex systems,which arenoisy,
faulty, andoftenoperatein anon-stationaryenvironment.Moreover, our“verycom-
plex system”consistsof many RL algorithms,all potentiallyquitecomplicated,all
runningsimultaneously.” [WT00]

On furtherinspectionit becomesapparentthattherearesomeproblemsthatstandin theway
of COINsbeingusedto modelgames.

”We usethe term“COllective INtelligence” (COIN) to refer to any pair of the fol-
lowing: i) A large, distributed collection of interactingcomputationalprocesses
amongwhich thereis little to no centralised,personalisedcommunicationor con-
trol; ii) a `world utility' function that ratesthe possibledynamichistoriesof the
collection.” [WT00]
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Whilst gamesmatchthe �rst criterion well, only very simple gameshave a world utility
functionthatis well de�ned. In agametherelationshipbetweenacharacter's behaviour andthe
quality of thegameis very complicatedandthis meansit maybedif�cult to modela complex
gameasaCOIN. All theexampletaskscoveredin existingresearchonCOIN featureagentsthat
have a commongoal. It is easierto �nd teamperformanceindiceswith suchteamsof agents.
However, thereare many different groupsof agentsthat have apparentlydifferent goalsin a
game.For examplethegoodsidetries to �ght for goodandtheevil sidetries to �ght for evil.
In a gameonewould assumethatall teamsof agentsbelongto thesamegroupthat is trying to
maximiseacommonentertainmentgoal(setastherewardfunctionby ahumandesigner).

Several examplesaregiven in the COIN literature[WT00] aspossibleCOIN implementa-
tions;gamesarenot included.However,

”... the COIN designproblemcould almostbe de�ned as decentralisedadaptive
controltheoryfor massively distributedstochasticenvironments.” [WT00]

... describesthis proposedresearchwell. The following list is an elaborationof the COIN
framework [WT00]:

� “1) Therearemany processorsrunningconcurrently, performingactionsthat
affect oneanother's behaviour.

� 2) Thereis little to nocentralisedpersonalisedcommunication,i.e., little to no
behaviour in which a small subsetof the processorsnot only communicates
with all the otherprocessors,but communicatesdifferently with eachoneof
thoseotherprocessors.Any singleprocessor's “broadcasting”thesameinfor-
mationto all otherprocessorsis notprecluded.

� 3) Thereis little to no centralisedpersonalisedcontrol, i.e., little to no be-
haviour in whichasmallsubsetof theprocessorsnotonly controlsall theother
processors,but controlseachoneof thoseotherprocessorsdifferently. “Broad-
casting”thesamecontrolsignalto all otherprocessorsis notprecluded.

� 4) Thereis a well-speci�ed task,typically in theform of extremizinga utility
functionthatconcernsthebehaviour of theentiredistributedsystem.Soweare
confrontedwith theinverseproblemof how to con�gure thesystemto achieve
thetask.”

Furthermorethey provide someextra points describingthe approachto implementingthe
above framework:

� “5) Theapproachfor tackling(4)is scalableto very large numbersof proces-
sors.

� 6) Theapproachfor tackling(4) is verybroadlyapplicable.In particular, it can
work whenlittle (if any) “broadcasting”asin (2) and(3) is possible.

� 7) Theapproachfor tackling(4) involveslittle to no hand-tailoring.
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� 8) Theapproachfor tackling(4) is robustandadaptive,with minimal needto
“get thedetailsexactly right or else,” asfar asthestochasticdynamicsof the
systemis concerned.

� 9) The individual processesarerunningRL algorithms.Unlike theotherele-
mentsof this list, thisoneis notanapriori engineeringnecessity. Rather, it is a
re�ection of thefact thatRL algorithmsarecurrentlythebest-understoodand
mostmaturetechnologyfor addressingthepoints(7) and(8).”

All exceptpoint four are in line with the proposedresearch.However, point four is very
importantfor COIN implementations.Although alreadysaid it is worth reiteratingthat, with
any complex gametheremay be no single reward function that describesthe performanceof
thesystem.This is a majorobstaclefor theproposedresearchandis thesubjectof the�rst and
secondproposedresearchquestions(Section3).

2.5 Commercial Systemsand Implementation Considerations

In a recentgameprogramminginstructionbook [DeL01] the AI sectiontalked aboutthe gap
betweenacademicarti�cial intelligenceand“real-world AI.” Whatis real-world AI?

”For many years,therewasgreatexcitementin thegamecommunityto experiment
with advancedAI that grew from academicresearch,suchas geneticalgorithms,
neuralnetworks,andotherexotic techniques.Sincethen,thependulumhasswung
in theotherdirection,andmostAI gameprogrammersarenow stickingwith simpler,
proventechniquesthatconsistentlywork well. [Rab01a]

Onearticle[Rab01b]suggestseleven“Strategiesfor OptimisingAI:”

� Useevent-drivenbehaviour ratherthanpolling.

� Reduceredundantcalculations.

� Centralisecooperationwith managers- This runsagainstthecurrenttrendin multi-agent
systemsto distribute processingacrossthe agents.The main reasonfor this strategy is
simpli�cation.

� RuntheAI lessoften.

� Distribute the processingover several frames- The frameis to gameprogrammerswhat
thetimestepis to academicAI researchers.

� Employ level-of-detailAI - Therearethreestrategies:varythefrequency of thecharacters'
AI algorithmdependingon theirdistancefrom thegameworld camera;vary thecomplex-
ity of thecharacters'AI basedon relevanceof thetask(for examplesimplify path�nding
whenoff screen);simulatetheeffectsof severalcharacterswith simplercalculations.
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� Solve only partof theproblem- Producea smallportionof thesolutionto someproblem
thatneedsto bedoneimmediately. Therestof theproblemcanbesolvedlater.

� Do the hardwork of�ine - Suggestusingpre-trainedneuralnetworksandpre-�lled look
up tables.Wemightaddthatany form of AI with a trainingphase�ts into thisstrategy.

� Useemergentbehaviour to avoid scripting- Very simplelocal behavioural rulesakin to
Boids.[Rey99]

� Amortisequerycostswith continuousbookkeeping- Updatedatastructuresasthey change,
not justwhenthey areneededfor deliberation.

� Rethinktheproblem.

Sonot reallyAI then?

There is much criticism of characters'lack of individuality and intelligencein the game
pressandon gameInternetforums[Edg02]. In a recentgameAI programmingbook [Rab02],
ten of the seventy-onearticlesmentionedlearning. Noneof theseactuallyusedreinforcement
learning. Insteadwhat is describedas“practicalAI learning” is discussed.Noneof thearticle
abstractsmentionedmulti-agentsystems.In the last threeGamesDeveloperConferencesnone
of thepapersdiscussedreinforcementlearning[gdc]. Thereis anopeningfor multi-agentsystem
reinforcementlearningalgorithmsin thecomputergamesindustry.

Thecomputergamesindustryis notablysuspectof of academicAI research.More speci�-
cally non-determinismis seenasquiteascarything. Onceyou let goof thecontrolthereis little
wayof reiningit backin. Evenallowing onecharacterto learnfrom onehumanplayeris seenas
abig gamble[Mol01] aswasthecasein Black & White [Stu01]discussedin Section2.5.3.

2.5.1 Arti�cial IntelligenceSoftware DevelopmentKits

Attemptsatproducingsoftwaredevelopmentlibrariesfor agentcontrolarebecomingmorecom-
mon [Woo00]. In particular, theDirectIA [dir02] softwaredevelopmentkit providesa “do all”
systemfor agentcontrol.Thedevelopmentkit doesprovidesupportfor someform of reinforce-
ment learning. Thereare no further detailsavailable aboutthe systemas it is a commercial
venture.Thesuccessof thesystemis notyetknown. It is currentlylicensableandhasbeenused
in thecreationof onecommercialgamesofar.

2.5.2 The Sims

TheSims[Gam00]is probablythemostfamoususeof AI in acomputergame.TheSimsallowsa
humanplayerto controlafew charactersin avirtual world by giving themcommandsto perform
daily tasks. Certainentertainingsituationscanarise. Thesesituationsthough,aresmall scale
as thereis no control structurethat archesover a numberof characters.Only very localised
interactionstakeplace.No plot candevelopinvolving morethanahandfulof characters.This is
trueof mostgamesshowing emergentproperties.Thosegamesthatdo involve plotsof a more
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epicnaturearescripted.It seemsthatto have anemergentgameyou mustlosethecontrolover
thescript.

2.5.3 Black & White

Black& White[Stu01]hasbeenthemostpromisinggameto show non-deterministicbehaviours.
Black& Whitehadsocialactivitieswhicharenon-physicalentitiesthatrequesttheparticipation
of gamecharacters.Eachcharactercanchoosewhetheror not to takepartin asocialactivity. Us-
ing socialactivities suchunionsastownsanddanceswereportrayed.A charactercanbelongto
morethanonesocialactivity ata time. Deliberationfor agentsin a socialactivity is centralised.
Also in Black& White,onecentralcharacterlearnsto dowhatthehumanplayerfrequentlydoes
throughimitation. Playerscangive the learningcharacterfeedbackby slappingandstrokingit
with a virtual hand.Having a characterthatlearnsfrom humanplayersmakesagamemoreper-
sonalto thatpersonwhichis seenasagoodthing[MF02]. Beingamorepersonalisedexperience
is a majordistinguishingfeatureof gamesover othermedia.Personalisingthegameexperience
couldbeachievedwith post-releasereinforcementlearning.

2.5.4 ProcessingConsiderations

Gamesmustrun on homeentertainmentsystemswhich aremassively underpoweredcompared
to researchmachines.

”SophisticatedAI requiressigni�cant computationalpower. The problemworsens
whendozensor hundredsof autonomousagentsmustintelligently roamthe world
simultaneously.” [Rab01b]

However, thereis muchevidencethathomecomputersarenow becomingacceptablypower-
ful enoughtohaveextraprocessingpoweravailableafterthegraphicshavebeenprocessed[Woo02].
Graphicshasbeenthebiggestdraw on resourcesin therecentyears.

”On average,developerssaythey now geta whopping25 percentof theCPU's cy-
cles, which is a 250 percentincreaseover the averageamountof CPU resources
developerssaid they were getting at the 1999 roundtables. When you factor in
the increasein CPU power yearafter year, this trendbecomeseven moreremark-
able.” [Woo00]

Onesolutionto theprocessingproblemis to haveanAI server thatbehavesmuchlikegraph-
ics serverscurrentlydo. All theAI processingcouldbeperformedon a centralserver andonly
thenecessarydatasentout to theclient machines.Othervariationson theAI server theoryin-
cludehaving distributedAI processing.That is, thecharactersin thevicinity of a humanplayer
couldhavetheirprocessingdoneonthathumanplayer'sclientmachine.Thenecessarydatawill
still have to besentbackto thecentralAI server for distribution to all theotherclients.
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2.5.5 Arti�cial Intelligenceasa Mark eting Tool

Goodarti�cial intelligencecanbeandis usedasamarketingtool capableof sellingmoregames.
With the saturationin quality graphicsAI is seenas the next attentiongrabber. Any feature
capableof sellingmoregamesis verydesirablein sucha largeandlucrativemarket.

“Last yearBritain spentmorethan£1.6billion oncomputergames,accordingto the
EuropeanLeisurePublishers'association,morethanwe spentrentingvideosor on
visiting thecinema.” [Row02]

”One of themajorchallengesassociatedwith makingcompellingvirtual worldsfor
computergamesis populatingthemwith intelligentcharacters.Mostof today'schar-
actersaremindlessautomatonsthatfollow anin�e xible setof simplerules.”[Fun99]

MMOGs are becomingmore popular. Many sub-standardgamesof this genreare being
produced[Ols03], eachonebeingacloneof theothers.

”If your game's AI is not up to the currentlevel that gameplayer's expectations
demandthenyourgamewill feel datedandsuffer for it in theiropinions.” [How99]

2.6 Other Ar easof Consideration

Thefollowing arenotdirectly relevantbut will in�uence theproposedresearch.

2.6.1 Evolutionary Methods

Evolutionarymethodareoftenusedto learnagentbehavioursfor similarproblemsto thatwhich
we usereinforcementlearningfor. Someattemptsto model the full-scale robot football task
usinggeneticprogramminghave not met with muchsuccess[LHH

�

98, AT99]. As notedear-
lier, robotfootball problemssharesomesimilaritieswith computergamesbut aregenerallyless
complex, andif so,aresimplerto solve.

Evolutionary methodssuffer from an inexact causeand effect mechanism. That is, it is
very dif�cult to make predictablechangesto theinitial populationsettingsthatwill show in the
solution. This is no goodfor a gamedesignerwho wantsto altersomeaspectof thebehaviour
of the gamepopulationwith a �ne degreeof control. For thesereasonsevolutionarymethods
arenot consideredherealthoughthey remainopento beingusedfor controllingcomputergame
charactersin otherresearch.

2.6.2 StateGeneralisation

Computergamecontrol problemssuffer from having a large statespace. Gamesfeaturerich
environmentswith many objectsandothercharactersthatmaybein anagent's state.Thegame
world itself is usuallythree-dimensionalandusesa very �ne graincoordinatesystem.A large
statespacemakesreinforcementlearningmoredif�cult. Firstly, thereareobviousmemoryissues
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(particularlywith homecomputers)aseachstatemustbestoredfor eachpossibleactionwith a
utility value. Secondly, even if we have thememoryavailable,a large statespacetakeslonger
to learn. If the statespaceis large enoughit canbe impracticalto visit eachstatea suf�cient
numberof timesto producea utility functionthat representstheenvironment's rewardfunction
accurately.

Fortunately, therearewell establishedmethodsof reducingthestatespace.Thesemethods
areusuallyreferredto asstategeneralisationtechniques.Ratherthanbuilding a utility function
thatmapssinglestatesto utility valueswemapgeneralstates(takinginto accountmorethanone
state)to utility values.Therearetwo prominenttechniques:usingneuralnetworks to approxi-
matethe stateandtile-linearcoding. Both techniquesarewell describedelsewhere[SB98]. It
suf�ces to saythatthesetechniqueshave beenusedelsewhereto goodeffect andwe proposeto
usethemin this researchif needed.

2.7 Summary of Background

Theimportantinformationto take from thebackgroundresearchis that:
� multi-agentsystemreinforcementlearningdoesnottakeinto accountthefactthatalthough

all the agentsin a learningsystemsharea similar goal (hencethe reasonthey arein the
samesystem)they mayhavedisparategoalsatanotherlevel.

� the teamgameapproachwhereeachagentfollows theworld utility hasa signal-to-noise
ratioproblemandcanfail to correctlyrateagents'actions.

� usingdifferenceutility functionsasdescribedin COIN researchcanhelp to alleviate the
teamgameapproachshortfalls. Dif ferenceutility functionstake as much global infor-
mationasis availableandcalculatea world utility from it. An agent's individual utility
function is thencalculatedby subtractingtheclampedworld utility. Clampingsetsall of
anagent'sactionsto null, thuseffectively removing it from thehistoryof thesystem.

� computergamedevelopersneednew technologiesfor controllinglargenumbersof intelli-
gentcharacters.

The inspirationfor the proposedresearchcomesfrom the gapbetweenthe visualisationof
whatmassively multi-playergamesshouldbeandthegamesthatarecurrentlybeingproduced,
whetherit be that currentgameshave an insuf�cient numberof intelligent characters(for ex-
ampleBlack & White in Section2.5.3)or becausethereareenoughcharactersbut they do not
possesstherequiredbehaviour complexity (seeSection2.5.2for TheSims).

Thereis anopeningfor theproposedresearch.No work hasbeendoneon includinggroups
of agentswith disparategoalsunderthe samehigh level teamgoal in the samereinforcement
learningsystem.It is assumedthat if theagentsarein thesamelearningsystemthentheir goals
areshared.COIN researchsofar hasbeenhighly encouragingin improving learningspeedand
also learningto performsometasksthat werenot possiblewith teamutility functions2.4. A
hierarchicalform of COIN thatcould take advantageof thesystem's structurehasnot yet been
produced.
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Thetechnologyavailableto usat themomentcansupportthisproposedresearch.Reinforce-
ment learningis now a long establishedandmature�eld of research.That is, reinforcement
learningtechniquesaretried andtestedandcangive us somecon�dencethat the new experi-
mentationwith it is built onsolid research.

The COIN framework shows us that individual utility functionsthat truly re�ect agents'
contributionsto theworld utility arepossible.Thusmorecomplex cooperative tasksinvolving
a large numberof agentscanbe tackled. COIN allows us to keepthe agentsassimplenon-
deliberativeagentsdespitetheir increasedlevelsof cooperationandcoordination.

3 Research Questionsand How They Will Be Addr essed

The following arethreeresearchquestionswhich areopento investigationandwill be investi-
gated. Researchinto thesequestionswill contribute to the understandingandadvancementof
computergames,reinforcementlearningandCOIN.

3.1 What combining functions canweusefor groupsof agentswith differ -
ing local goalsunder the samehigher level goals?

As talkedaboutin Section2.4, it is expectedthat computergameswill requirecomplex world
utility functions.Webelievethatthecomplexity of theworld utility canbeconqueredby theuse
of layersof entitiesthat act both asmacrolearnersandmicrolearners.Sucha structureis used
in feudallearning[DH93]. Thetopmostmacrolearnerwould not bea microlearner. Thebottom
level microlearnerswould not bemacrolearners.Theuseof hierarchicallayersshouldmake the
problemof composingthe world reward function easierto work with throughmodularisation
andabstraction(Figure3). Themicrolearnersaretheagentsof themulti-agentsystemandergo
thecharactersandgameconductorsof thegame.

In Figure3 thearcsindicate�o w of utility values.Themicrolearnersreceiverewardandpass
it upwardsto a macrolearneruntil therewardreachestheworld macrolearnerwhereit becomes
theworld utility. Figure4 showsalessabstractexampleof aCOIN modelledgamethanFigure3.
Figure4 shows the combiningfunction. Normally in multi-agentreinforcementlearningthis
function sumsall the incoming utility values. This summationfunction assumesthat all the
microlearnersbeneaththecombiningfunctionsharethesamegoalsandthereforeall therewards
aresummedinto onevaluerepresentative of their collective progresstoward their goals. The
problemis thatgamescontaingroupsof agentsthathave differinggoalsat onelevel but always
sharethesameworld goals. In detail, thecharactersof a computergamesharea commongoal
- to maximisethereward function thatde�nes their game.However, they alsohave con�icting
goalswithin thatgame.For examplein a football gameall thenon-playercharacterssharethe
samegoalof providing a goodgamefor thehuman-playersto play in (asde�ned by the game
designer).At thesametimethey differ in goalsbecausethey aretrying to win thegamefor their
respective teams.Balancingtheteamsin sucha gameis thefocusof this andthethird research
questions.
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Figure3: A exampleformationfor themacrolearnersandmicrolearners.

As an example, if teamsA,B and C (in Figure 4) are competinggatherersfor a limited
resource,all the reward an agentreceives will be addedto the team reward (passedto the
macrolearnerabove it). If we thenaddedall the teams'rewardswe will in effect have a super-
team.Thisassumesthatall theteamssharethesamegoals.If all theteamsdonotsharethesame
goalsthenwedonot wantto addtheir rewardstogether.

So arethereothercombiningfunctions,thansummation,thatbetterre�ect the relationship
betweenteamsandtheir goals?Someexamplecombiningfunctionsto experimentwith arethe
(negative)standarddeviationof all theinput rewardvaluesandthe(negative) rangeof theinput
values.We take thenegative so thatwe arestill striving for thehighestworld reward. In other
words,a low standarddeviationof all theteams'rewardsindicatesthateachteamis performing
equallywell (or equallypoor). This questionseeksto �nd appropriatecombiningfunctionsfor
opposingteamsof agentsthat shouldlearn togetherin the samesystem. We shall show that
certaintasksthatcannotbelearntwith thesummationcombiningfunctioncanbeachievedwith
anothercombiningfunction.
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3.2 Will creating individual utility functions in a hierarchical COIN struc-
tur easshown in Figure3 impr ove the learning ability of the systemin
the sameway that the COIN approach works for �at structur ed sys-
tems?

Usingthehierarchyof groups,from researchquestion1, will affect how we cancalculateindi-
vidualdifferenceutility functions(suchastheWLU) from theglobalutility function.This is the
focusof this researchquestion.

In previousCOIN experiments(seeSection2.4) therehasalwaysbeena �at organisationof
microlearnersbelow themacrolearner. Herewe will usethehierarchyof groupsof agentsfrom
the�rst researchquestionandcreatedifferenceutility functionswithin this structure.

We will investigatetasksusedfor the �rst question.We shall comparethe teamgameap-
proachusedthereagainstseveraldifferenceutility functions.Essentiallyweshallbecomparing
the hierarchicalteamgamemethodusedin questionone to a hierarchicalCOIN approachas
shown in Figure3. Thecritical point of this questionwill bewhetheror not we cantake advan-
tageof thehierarchicalstructureto createdifferenceutility functionsthataremoreeffectivethan
theteamgameapproach(above)andthe�at COIN approachfrom existingexperiments.

3.3 Can a macrolearner compensatefor imbalancesbetweenmicrolearn-
ers by adjusting its combining function?

Normally with reinforcementlearninghumanscontrol the agentsvia settingtheenvironment's
dynamicsandrewards.Theideais that theagentswill beautonomousandthereforerequireno
morecontrol from humans.However, in computergames(aswith interactive drama,in Sec-
tion 2.2)wewishto beableto controltheagentsbeyondsettingtheenvironment'sdynamicsand
rewards.We (asgamedesigners)maywish to imposesomesortof plot on thegamecharacters.
In this questionweseekto affect thebehaviour of agentsnot by alteringtheenvironmentbut by
alteringelementsof thelearningsystem.Speci�cally we will look at alteringthelinks between
microlearnersandmacrolearners(notethatbecausethecombiningfunctionsitsin this spacewe
canthink of it asalteringthatfunction).

Therearetwo issuesinvolving the links betweenmicrolearners'utility functionsandtheir
macrolearner's utility function. One issueis whereshouldthe links be? For examplewhich
agentsarein whichteam?Thiswill notbeinvestigatedherebecauseof timeconstraints.Through-
out experimentationhumandesignerwill placethe links. Insteadwe shall look at the other
possibility for learning. We will allow macrolearnersto alter weightson the links to their mi-
crolearners.

To explain with an example,in Figure4 we could attacha large positive weightingto the
arcbetweenteamA andtheworld utility. This would disadvantageteamA to theadvantageof
teamsB andC. Thatis, theworld utility will belowerbecausethesystemwill beunbalanced(if
we areusingappropriatecombiningfunctionsthatthe�rst researchquestionaddresses).In this
examplethemacrolearnerwould learnto compensatefor the“extra” rewardthatteamA always
has.A similar thing canbedonewith attachinganegativeweightingor a weightingof lessthan
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Figure4: Showing wherethecombiningfunction�ts.

onesotheinput rewardis scaleddown. Notethataswith researchquestion1, we areassuming
thatbalanceis agoodthing. It is justa taskto show thatwecancontroltheagentsin thisway.

How is thisquestionof interestto computergames?As asimpleexample,it couldbeusedto
allow anequal�ght betweentwo armieswhereoneis inherentlyweaker thantheother. Maybe
onearmyhassuperiormilitary unitsbut we still wanttheotherarmyto do well for thepurposes
of theplot of thegame.Maybeonesideis controlledby a novice humanplayerandwe do not
wish the gameto be spoilt for the humanby quickly demolishingtheir army every game. We
may wish to weight the gamein the novice's favour until they learn to betterplay the game.
Whenthehumanbecomesexpertat playingthegamethenwe maywish to weight thegamein
thecomputercontrolledarmy's favour.

In summary, thisquestionseeksto allow themacrolearnersto learnto alterweightingsof the
rewardsinput from their microlearnersto balanceanunbalancedsystem.

19



4 Experimentsand Validation

4.1 Validation In General

Measuringthesuccessof proposedresearchis dif�cult. Creatinggamesfalls �rmly into thearts
category, it is notascience.

”One of the problemswith a researchareathat hasso many fuzzy andsubjective
goalsis thatit is dif�cult to determinethesuccessof asystem.” [As02]

Whatconstitutesgoodgameplayis perpetuallyarguedaboutby thegamecommunity. No-
bodycande�ne goodgameplayasit is a subjective �eld likeany art. Bettergameplayis hardto
describe.

”Therehasbeenadrift in AI researchtowardproblemsandapproacheswhereprecise
empirical evaluationis possible. Needlessto say, gameplayisn't somethingthat
today'sAI researchersfeel comfortableevaluating.” [PL00]

In this proposedresearchwe arenot intendingto developa full game.We areonly taking
inspirationfrom thetypesof controlproblemsthatarisein MMOGs.

4.2 Implementation Testbed

A simplegamewill bedevelopedfor testingpurposes.This gamewill take theform of a com-
petitivegatherersimulationwherecharactersmustmoveabouta simpleworld andcollectitems
of rewardplacedrandomly. Thesegamesrequiregoodbalancingto makework if therearemore
thanonegroupof contestinggatherers.That is, if we make the resourcevital to the life of the
charactersthenif onesidebecomestoo dominanttheothersidewill die off andthegamewill
becomemeaningless.Usuallyahumandesignerwouldhaveto determinethebehaviour, number
andtypeof theagents.This shouldbea goodplatformfor testingthepropertiesof COIN. Note
thatwearetakingbalanceto beimplicitly a goodthing. Thatis, all theagentsandteamsshould
do equallywell in the game(thoughthey will not necessarilyusethe samestrategies). If we
canshow that this is achievable,it is theneasyto make unbalancedsystems.Thegamewill be
implementedusingthe Torquegameengine[tor]. Torqueis a licensablegameenginethathas
beenusedin thecreationof commercialgames.Thiswork wouldbepossiblewith othersimula-
torsbut we intendto usea realgameengineto possiblygiveussomecredibility with realgame
developers.Thegameengineshouldalsoprovidegoodvisualdemonstrations.

4.3 Vanilla Implementation of a COIN modelledgame

Firstwewill recreateanexperimentalreadydonein agrid world with COIN [TAW02]. Thetask
is to collect itemsin a simulatedworld. Eachitem providesrewardto thecollectingagent.The
rewardsareplacedsothat theagentsmustcooperateto retrive all of them. Thetaskshows that
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with COIN, agentslearnto cooperateandnot to competefor rewardsto maximisetheir team
reward.

In the original experimentthe rewardswereplacedat thebeginningof the taskandnot re-
placedoncecollected.Hereweshallplacetherewardtokensourselves,also.

Of coursewe canalsoallow gameconductorsto placerewardswhereandwhenthey see�t
throughoutthe task. Thusthegameconductorscanlearnat the sametime astheotheragents.
This givesus morecontrol to affect the game. Gameconductorswill not be addeduntil the
agentshave learnedto performthecollectiontaskswith designerplacedrewards.

4.4 Characterisation

Throughouttheexperimentsfor eachresearchquestionwe mustkeepsomeissuesin mind. The
effects of changingaspectsof the model needto be found and the salientcharacteristicsde-
scribed.Notableissuesareconsideredbrie�y below.

� Learnability. A lot of emphasisis put on thelearnability of COIN systems.Thatis, how
muchof aneffectdoesthepreviousactionof anagenthaveonits immediatereward?With
themodellingof complex systemsthatweareinterestedin here,thismaybecomeanarea
of concern. The morecomplex the function; the moredif�cult it will be to unravel the
global reward into individual rewards.The layeredapproachwill beusedto build up the
complexity in small chunks.It shouldalsobeusedto breakdown theglobal reward into
smallchunks.

� Factoredness.Carefulconsiderationneedsto be given to what theglobal,macrolearner
andmicrolearnerutility functionsshouldbe. For factorisationwe needtheglobal reward
to increasewhenever the local reward increases.This relationshipis shown in existing
COIN experiments.In thehierarchicalversionof COIN therelationshipneedsto bekept
betweenany utility functionmorelocal thantheutility functionsabove it.

� What arethe boundary conditions?How doesthegamestart?How dowesetthesystem
up to provide our (asthegamedesigner)in�uence? It maybe interestingto monitor the
gamein someway by looking at themacrolearner's rewardvaluesto determinethestate
of thesystem.Whatthesevaluesmightmeanis notknown now. Is it possibleto recognise
generalstatesfrom observingthemacrolearner's utility valuesalone?For example,if we
havea world utility of zero,doesthis indicateaperfectlybalancedgame?

4.5 Validating the Research Questions
� What combining functions can we usefor groupsof agentswith differing local goals

under the samehigher level goals?

Weareaimingto show thatby usingdifferentcombiningfunctionswecanincludegroups
of agentswith differentgoalsunderthe samehigherlevel goal. The inspirationfor this
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being that a game's charactersmay have differing goalsat somelevel but all sharethe
samehigh level goalof providing agoodgamefor thehumanplayer(s).

We will have thevanilla implementation4.3 of thegatheringgamemimicking anexperi-
mentfrom previousCOIN research.Insteadof onegroupof agentsgatheringrewardswe
shallhave two competinggroups.

Theaimof thegame(thatis thehighestlevel goalof all theagents)is to createabalanced
playworld for possiblehumanplayers.In otherwordsbothgroupsof agentsshouldcollect
an approximatelyequalamountof reward. We shall show that this is not possibleusing
thenormalsummationcombiningfunction.Weshallshow thatit is possiblewith different
typesof combiningfunctions. Theperformanceof eachnew combiningfunctionwill be
assessed.

� Will creating individual utility functions in a hierarchical COIN structure impr ove
the learning ability of the systemin the sameway that the COIN approachworks for
�at structured systems?

Using COIN insteadof a teamgameapproachcan improve learningperformance(Sec-
tion 2.4). Wewish to know if wecangainthesameperformanceimprovementsby imple-
mentingCOIN differenceutility functionsin thehierarchicalstructureof groupsof agents
from researchquestionone.

We shall take theresultsof researchquestiononeandattemptto betterthelearningspeed
by creatingand usingvariousdifferenceutility functions. We shouldbe able to create
differenceutility functionsthat take advantageof thehierarchicalgroupstructureusedin
researchquestionone.

� Can a macrolearner compensatefor imbalancesbetweenmicrolearners by adjusting
its combining function?

Theabove experiment(researchquestiontwo) will be repeatedbut with oneteamdisad-
vantaged.For example,in thegatheringtaskaboveoneteamof agentscouldhave signif-
icantly fewer agents,thusmakingthe taskmoredif�cult for thesmallerteam. Also, one
groupcouldcontainagentsthatarephysicallyadvantagedby beingfaster, or similar. The
macrolearningmechanismshouldlearnto compensatefor thedisadvantagesto makeeach
teamof agentsdo equallywell. We will allow themacrolearnersto alter theweightson
thearcsbetweentheir microlearnersandthemselvesasdescribedearlier. Rememberthat
anunbalancedsystemwill resultin low world reward.Here,themacrolearnersmustlearn
theweightsof thearcsto improvetheworld reward.

Wehavealreadystatedthattherearetwo methodsof control: throughlearningandthrough
thegameconductors.We mayneedto disablethelearningability of thegameconductors
for this experiment. In more detail, the gameconductoris responsiblefor placing the
rewardsin the world. If oneteamis disadvantagedthe systemmay learnto balancethe
gameby usingthe gameconductorto placerewardsin sucha way that the taskis made
easierfor thedisadvantagedgroup.This is avalid testof this researchquestion.However,
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theothermoredif�cult testis to learnto balancethesystemwithout theuseof thegame
conductor. Thatis simply by affectingthecharacters'behaviour.

5 Extensionexperiments
� In researchquestiontwo, we seekto balancethe performanceof microlearners(be they

teamsof agents,teamsof teamsof agents,or single agents). We could considerwhat
powersthesystemhasto ”unbalance”microlearners.This would beusefulif we wanta
character, or groupof characters,of normalabilitiesto performabove theirusualability.

� Canweusebehavioural rolesin themicrolearningagents'actionspace?Theactionspace
for a game's characterswill dependon thetypeof gamebut couldconsistof suchactions
as:north,south,kick, speak,etc. By having theagentslearntheoptimalway to usethese
actionsthegamedesignerlosessomeof thespeci�cationfor thecharactersof thegame.
Reinforcementlearningproducesoptimalstrategies,nothuman-likestrategies.This is not
alwaysbestfor computergamecharactersthata gamedesignermaywantto act in a very
speci�c way.

By hand-codingsome(not all, as this would negatethe bene�ts of automatedlearning)
of the behavioural roles in the game,a gamedesignercanget muchmorecontrol over
characterswhennecessary. To achieve setpieceactionin a game,suchasin cut-scenes,a
gamedesignermustbeableto specifyeachcharacter's behaviour exactly. Sotheproblem
changesfrom agentslearningto choosethe appropriateactionsto learningto perform
the appropriaterolesat the right time and for the right periodof time. This appliesto
gameconductorsalso. Theactionspacecouldconsistof a mixtureof pre-speci�edroles
and actions. Note that using roles changesthe learningtask from Markovian to semi-
Markovian. This is becauseall of theactions(treatinga role asanaction)do not take the
sametime. Thiswork belongsin the�eld of hierarchicalreinforcementlearning.

� How do we direct the game? Thereare two channelsof control over the gameand its
characters:usinggameconductorsandusingmacrolearners.How muchcana gamebe
controlledthrougheachof thesemethods?What is the quality of control throughthese
methods?Quality refersto suchthingsasspeed,accuracy andhow clear the causeand
effect mechanismis for makingchanges.For example,if in a football gametheredteam
areperformingpoorlyagainsttheblueteamandwe(asthegamedesigner)wish thegame
to endin a draw (for somereason,possiblyto addto thetitle chasesuspense),how do we
bringaboutthischange?Is it bestto weakentheteamsomehow throughthemacrolearner-
microlearnerstructureor, couldwe usea gameconductorto alter somethingsuchasthe
weather, or thereferee,to theadvantageof theredteam.This is anextensionof thethird
researchquestion.
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6 Timetable

Somewild guestimatesare:

� Proposal(this document)accepted- November2003

� Vanilla implementationof simplegame- December2003

� Researchquestion1 - What combiningfunctionscanwe usefor groupsof agentswith
differing localgoalsunderthesamehigherlevel goals?- March2004

� Researchquestion2 - Will creatingindividual utility functionsin a hierarchicalCOIN
structureimprove the learningability of the systemin the sameway that the COIN ap-
proachworksfor �at structuredsystems?- June2004

� Researchquestion3 - Canamacrolearnercompensatefor imbalancesbetweenmicrolearn-
ersby adjustingits combiningfunction?- October2004

� Main sessionof thesiswriting starts- November2004

� Submission- April 2005
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